
Introduction & Motivation

Autonomous UAV Navigation in Wilderness Search-and-Rescue Operations Using Deep Reinforcement Learning

Muhammad Talha,  Aya Hussein, Mohammed Hossny

University of New South Wales, Canberra

Method

Conclusion

• Wilderness Search and Rescue (WiSAR) require navigating

vast unknown environments to search for and rescue victims in

a timely manner.

• UAVs have shown great potential in speeding up victim

retrieval

✓ Easily navigate risky and inaccessible areas.

✓ Top view provided by the UAV enables efficiency.

• Autonomous UAV navigation can be necessary

✓ In the lack of communication infrastructure.

✓ To alleviate the workload on human rescuers.

• Existing algorithms for UAV navigation in WiSAR require a

model of the environment which cannot be made available for

WiSAR.

• Information Map: A 3D occupancy map (a voxel map)

containing information about UAV detections and past

trajectories. A virtual geofence is defined within the scene to

mark the region that the UAV should be exploring.

• DRL-based Navigation: Curriculum-based DRL has been

used to enable the Navigation module to learn 3D navigation

towards a given point.

• DRL-based Exploration Planner: Waypoint generator.

• Obstacle Detection: Uses depth image and pinhole camera

model for estimated position of detected obstacles (e.g., trees,

rocks, mountains).

• Human Detection: Using YOLO (“You Only Look Once”)

algorithm.

➢ Evaluation Results

• Full autonomous system

✓ Using DRL-based Exploration Planner to generate the

waypoints for the Navigation module.

✓ 75% recall within the maximum time limit.

• Semi-autonomous system

✓ Waypoints are generated either externally by a human

supervisor or randomly within a specified range.

✓ Both cases led to 100% recall.

• WiSAR environments can be vast, so it becomes difficult to

find all humans within a specific time limit.

• Poor convergence for traditional Reinforcement Learning (RL)

algorithms in partially observable environments – UAV can only

observe a limited area accessible by its onboard camera.

• There is no predefined target location, which makes it very

hard for the RL to train on random target locations.

Challenges

Results

➢ Training Results

• Navigation and low-level action planning benefit the most from

DRL.

• High-level planning (i.e., waypoint generation) is best

performed by a human supervisor.

Future Work

• Using environmental clues to infer human locations.

• Multi-UAV WiSAR operations.
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Figure 4: Information Map for semi-autonomous system 

operation.

• Airsim: A photo-realistic simulator for drones and ground

vehicles developed on top of Epic’s Unreal Engine 4 (UE4) by

Microsoft Research. It is used to simulate the UAV in a

Landscape Mountains environment.


